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Introduction
The Internet is the largest
intellectual resource in t k world
and an increasingly popufar source
of information. In his paper Tony
Addyman not only prwides an
introduction to the vast riches of the
Internet and the problems for users,
he also provides solutions through a
brief outline ofsenms such as
WAIS and Copher,and through
hints a using aids to searching,
such as Archie and Veronica, with
examples of searches.

Imagine trying to find information in a very large library when the
books are not shelved systematically, and there is no catalogue!
Finding information on the Internet is not that bad, but you do not
usually explore libraries. This paper will consider the issue of
resource discovery and examine the various tools that allow people
to discover information on the Internet. Such tools (e.g. Gopher,
WAIS and the World Wide Web) have allowed groups to publish
new information and/or provide new ways of accessing existing
information. The result has been an explosion of interest in the
Internet.

The Internet
The network

-
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What is the Internet sometimes simply called "the Net"? To many
it is simply a (very large) network of computers, but it would be
more accurate to describe it as a network of computer networks,
almost all of which use a computer network protocol called TCP/IP,
as that reflects the way in which it is constructed. In the UK the vast
majority of those who have access to the Internet do so as part of the
Joint Academic Network (JANET)which links universities,
governmentresearch establishments, etc. To use the Internet you
do not need to know how these networks are linked together, you
can imagine them to be a single network. Nevertheless, an
awareness of these interconnections can lead to more effective use
of the Internet, as k e y often create performance bottlenecks. Just as
the roads between different places vary in their ability to cope with
traffic, so do the network connections that make up the Internet.
Most universities in the UK have a network connection into JANET
that is better than the one between JANET and the USA, or between
JANET and Europe.
How large is the Internet? The simple answer is that no one
knows! The population of the Internet is large and continually
changing. Like space, the Internet is big, perhaps even mindbogglingly big. At the end of 1993the Internet was reported as:
4
having over two million networked computers,
4
having between 15and 20 million users,
4
spanning over 120 countries,
1
and
1 4
growing at a rate of 10%a month!
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However, it is not the size of the Internet
which is of interest to most users, but the
implications of that size. The Internet is a source
of information.
The information
The Internet is probably the largest intellectual
resource in the world. Computers on the Internet
contain gigabytes of available information, i.e.
information that has been stored on the
computers so that anyone from anywhere around
the Internet can access it. Most of this information
is being provided without charge as a service to
the community, but a growing number of
,
commercial information providers are making
their information available via the Internet for a
fee, of course.
Users of the Internet are themselves a very
important source of information. Many of them
take part in one or more of the thousands of
different electronic discussion groups that take
place aaoss the Internet, with subjects ranging
from agriculture and archaeology to Zen and
zoology. Very few of the topics actually relate to
computers or networks. If you have a problem,
and someone else knows the answer to that
problem, that someone is very probably on the
Internet. Finding them may not be easy, of
course. Indeed, finding anything on the Internet
is not easy, unless you know where to look.
Resource discovery is the issue. Unfortunately,
there is no one tool which can be used to find and
access all of the information on the Internet.
ill access all the
There is not even a tool that w
information relating to a particular subject area.
Different kinds of information need different
tools.
The resources on the Internet can be grouped
into three categories:
software (and other computer files),
o
o
people (who know things),
and
information (which is published in some
4
structured manner).

-

In Internet terms a person is described by his
electronic mail (e-mail) address. This is will be a
single line of letters and symbols that will often
make sense to the user, e.g. uksg@bham.ac.uk,
and does not require any special software to be
able to display it or print it. Other resources are

made available in a bewildering variety of
different forms, depending on the kind of
information that is being provided. Until
recently, files would be in one of two forms:
4
ASCII, which provided human-readable
information using the Roman alphabet,
numbers, punctuation symbols, etc.,
or
o
binary, which provided computer-readable
information that was often only of use on
speafic kinds of computers.
This is a very computeruriented classification.
Today, we have a richer and more varied
classification scheme that reflects the way in
which the data will be used. The information may
be:
o
textual,
a
graphical,
o
multimedia-media,
or
o
hypertext (even hypermedia),
and within each of these a variety of different
formats is in active use. Usually these formats
will not be machine dependant. Much of the
textual data is still in ASCII but an increasing
amount is being provided in Postscript, to allow
typeset-quality hard-copy to be produced, or in
Rich Text (or proprietary word processor format),
to allow the information to be conveniently
manipulated locally. Most of the graphical data is
provided in the form of graphical images in one
of the popular, standard formats, e.g. TIFF or GIF.
Unfortunately, such images are often very large,
and have an impact on the network that is rather
greater than a thousand words.
At present there is very little video material
available because the network simply could not
cope with the demands it would create but there
is a growing amount of audio material available.
This is either digitised sound, the computer
equivalent of a tape recording, or MIDI, which
can be used with electronic keyboards and
synthesisers. Hypertext is provided by the World
Wide Web (see later). A further complication is
the use of data compression.
Very often the information on the Internet will
be copied to a local computer by the user, rather
than accessing it in place aaoss the Internet. In
order to reduce the amount of space needed to
store it, and the amount of time needed to transfer
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it across the network, such files are often held in a
compressed form. Therefore the user must know
how to decompress such files once they have been
copied.
Using the Internet
Discussions
The electronic discussions that take place on the
Internet have played a very important part in its
success. They have helped to create electronic
communities of people with common interests,
and they provide pointers to other sources of
information, both on and off the Internet. The
software which facilitates these groups takes one
of two forms, either USENET News or centrally
managed e-mail lists. Both of these work across
the Internet and across networks that are
connected to, but not part of, the Internet. To use
the e-mail-based lists all you need is an e-mail
address. Your contributions, questions, etc. are
sent to a known e-mail address on a particular
computer. This computer relays your message to
all the other users on that list. Similarly, all their
messages are forwarded on to you.
Within the UK academic community NISP
(based at the University of Newcastle) provides email-based discussion services to many speaal
interest groups. Across the Internet and its
connected networks there are many other sites
which host one or more discussion groups. These
are often, but not always correctly, called
LISTSERVERS. Such lists are very popular as
very little technology is needed to be able to take
part. All you need is an e-mail address. There is,
however, a major shortcoming because all these
discussion messages, and there may be dozens
every day, are mixed in with your normal e-mail.
You have to take action on every one, even if it is
only to delete it unread. USENET News provides
an alternative.
USENET News is provided and managed on a
site-by-site basis. Each site, e.g. a university,
subsaibes to some or all of the many thousands
of news groups. All the current articles for the
chosen groups are held on a computer at the site.
Articles created locally are passed on to other
sites on USENET; whilst articles from elsewhere
are received and stored. Users interact with the
local news machine using software known as a
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news reader. The large volume of news articles
means that any site can only afford to keep an
article for a few days before deleting it. So, while
the news is great for browsing and it prevents
one's e-mail being overwhelmed, news groups
must be browsed regularly to avoid missing
something. Just like real newspapers, or the
television!

Finding files:FTP ;md Archie
One of the oldest and simplest ways of obtaining
information on the Internet is to use FI'P (file
transfer protocol), i.e. a file containing the
information is copied from another computer on
the net to your own local computer. Once copied
you read it, print it, run it, view it or listen to it,
depending on its format. Actually copying the
file is fairly simple. You type a command at your
computer and give it the necessary information,
e.g. the name of the other computer, the directory
containing the file, its name, etc. Easy! The
problem is to discover this necessary information.
There are more than one thousand computers on
the Internet providing anonymous file transfer
services, i.e. anyone may access them using the
user name "anonymous". Between them they
hold over two million files occupying more than
170,000,000,000bytes of information. How do
you find what you want in this digital haystack?
In general terms there are two approaches to
resource discovery on the Internet. Either you
browse around a part of the Internet which you
expect to contain useful information, or you ask a
question. You may ask a computer to search for
information on your behalf or you may post a
(uestion in an appropriate discussion group. In
the case of FI'P, you are usually in one of the
following situations:
(a) you know the name of a file that you want,
but you do not know where to find it;
b) you want a report on a certain topic, or a
particular piece of software, but you do not
know what the file is called,
or
(c) you are interested in a certain subject area
and wonder if any useful new files have
,
appeared recently.
Only in case (c) are you likely to benefit by
browsing, and only then, if there are sites which
specialise in files that are of particular interest to
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you. In case (b)you will have to ask someone else
on the Net. In case (a) you would use Archie.
[Note: Archie is often said to be an abbreviation
of archive explorer but it is also the name of the
mascot at McGiU University in Canada, from
whence the Archie system originated].
The Archie system is available at about twenty
sites across the Internet, and each Archie host has
a database of all the files available on all the FI'P
hosts on the Internet. In the UK the Archie host is
at Imperial College. Given a filename the Archie
software will provide the details of any and every
FlT host where a file of that name can be found.

Finding people
Finding specific people on the Internet can be
quite difficultas there are so many different tools
that could be used. If all you want to do is ask a
question, or have a discussion, then what is
needed is a group of people with appropriate
interests. These are much easier to find, as lists
are published in both electronic and paper form.
Finding a particular individual means finding
their e-mail address. Sadly, provision of e-mail
directories at sites across the Internet is very
patchy. Some sites have complete directories.
Others have partial and/or out-of-date ones.
Many have no directories at all. Furthermore, the
information that is provided may use any of a
variety of software, e.g. CSO, X.500 or WAIS.
Fortunately, users do not need to learn how to use
all these different systems because sites on the
Internet provide gateways. A gateway is a system
which translates between incompatible
networking software to allow them to interact.
For example, a Gopher-WAIS gateway enables a
user's Gopher software to access an information
source that uses WAIS.
Any description of people-finding software
would not be complete if it omitted Netfind.
Netfind is a complex piece of software resulting
from a research project at the University of
Colorado. Like Archie, it runs at a number of
selected sites on the Internet. It is not particularly
easy to use, but given the name of a person on the
Internet and a rough description of where the
person works, Netfind attempts to locate the
telephone number and email address of the
person. An example of the use of Netfind appears
later.

I

WAIS
The Wide Area Information Server (WAIS)is a
development of a Thinking Machine's research
project to demonstrate "how current technology
can be used to open a market of information
services that will allow a user's workstation to act
as librarian and information collection agent from
a large number of sources". WAIS is made up of
three parts: servers, clients and the
interconnecting protocol. The server is
responsible for the indexing and retrieval of
"documents", and the client provides the user
interface. The protocol carries the queries and the
responses between the two.
WAIS is aimed at ordinary computer users,
not at information specialists, so queries are
formulated in pseudo-natural language and
refined using relevance feedback. A user
interacts with the client to formulate a question,
which is translated by the client into the WAIS
protocol, and transmitted to the chosen server(s1.
On receipt of the query, the server translates it
into its own query language and searches for
documents to satisfy the query. It then encodes
the list of relevant documents into the WAIS
protocol and sends it back to the client, which
displays the list for the user, along with an
indication of how relevant the server considered
each document to be. Typically each document is
described by a "headline". If the document were
a newspaper article, an actual headline would be
used. For USENET news or e-mail archives it
would be the subject. In the absence of an
alternative, the system may have to use a
filename as the headline. The user may then
retrieve a document from the server, ask for other
documents "similar to" one already found, ask
another question, etc.
With a simple query, documents are scored
by totalling the number of occurrences of each
word from the query. Those documentswith the
highest scores are taken to be the most relevant.
When the user identifies a document, or a part of
a document that they consider to be relevant, they
select it and invoke relevance feedback. This
takes the selected text as the set of words which
form a new simple query. In WAIS a document is
a block of data and a type. The client uses the
type to decide how to display the document.
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Thus a document may be text, a picture, or even a
piem of music.
WAIS defines a special form of document
known as a "source". This is a description of a
database and how to contact it. It is a client's
view of a database. Each server has an INFO
database that is the database of the sources for all
the databases it supports. A small number of
servers also offer a "Directory of Servers"
(actually, a directory of sources) database, which
provides information about all the WAIS
databases available on the Internet. These
directories allow clients to search for useful
databases, and give information providers an
opporhmity to advertise the availability of their
data.
WAIS also uses a special form of document to
describe a question. This allows users to save a
successful question for future use, e-mail it to
others or arrange for it to be submitted
automatically on a regular basis by the client
software. If the database contains fixed
information, e.g. the Bible or the Koran, this
would not be appropriate, but for some databases
it may be done daily, weekly, or monthly,
depending on the frequency with which the
information in the database changes.
There are about five hundred WAIS databases
on the Internet. These cover a wide range of
topics:
4
texts: the Bible, the Koran, poetry, Project
Gutenberg books,
o discussion groups: i.e., databases of articles
from electronic discussions,
4
library material: Columbia Law School
catalogue, ERIC Digests, a chemical
engineering bibliography,
and
4
legal: U.S.Supreme Court rulings.
WAIS is towards the bottom of the Internet
information service hierarchy. Its clients can
access WAIS servers, but not Gopher or World
Wide Web (W3) servers. Whereas Gopher clients
can access both Gopher and WAIS servers, but
not W3 servers, and W3 clients can access
virtually anything! There are, however, WAIS
databases of the Archie data and the Whois data
(Whois is a directory of people who work on the
Internet - network managers, researchers, etc.),
and an experimental gateway between WAIS and
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Netfind, so this information is also available to
WAIS users.

Gopher and Veronica
Gopher was originally designed as a distributed
document delivery system but the documents that
it was intended to deliver were the user support
documents, helpful hints, etc. at the University of
Minnesota. Clearly, any system that is to be
accessed by people who are having computer
problems must be very easy to use. Gopher has a
very simple, menu-driven interface. Each menu
entry leads to another menu, or to a file which is
retrieved and viewed. Using the menus a user
can move seamlessly across the Internet from one
server to another simply by browsing.
To this very simple model a number of
enhancements have been added. The user may
elect to transfer a file and save it, rather than view
it. A menu entry may lead to a terminal session
with an on-line information service. Very often
this will be a library OPAC (on-line public access
catalogue). Another variation invokes a dialogue
which allows the user to perform a search. This
search may be through information held on the
Gopher server, or it may be going through a
gateway to WAIS or X.500. The results of a search
are presented as a menu of headlines and
selecting an entry retrieves the information.
Gopher is very popular. It is used by a very
large number of universities around the world to
provide their campus-wide information service.
It is also being used by a number of major
organisations, e.g. IBM, to provide information to
Internet users. There are over one thousand
Gopher servers active on the Internet and the
number is inaeasing. [Note: Minnesota is known
as the Gopher state, and a gopher is an American
colloquialism for someone who runs errands, etc.
for office staff.]
One of the problems with Gopher is the
difficulty of finding information simply by
browsing thousands and thousands of menus.
The Veronica service allows users to search all the
menu entries on all the Gopher servers on the
Internet. It dynamically creates a menu of items
that appear to satisfy the query. In effect,a
Veronica server does for Gopher menus what
Archie does for anonymous FIT, by holding a
database of all the menu entries. It is better than
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nothing, but the menu entries that are retrieved
have no context, so they are often of little use.
[Note: In an America cartoon series Veronica is
Archie's girlfriend] There is a Veronica server in
the UK at Manchester University.
World Wide Web
The World Wide Web is the newest, and in many
ways the best, information system on the Internet.
It was aeated at CERN in Switzerland to enable
particle physicists to work together over the
Internet. It uses hypertext as its model, so the
links it can provide are more finely grained than
those of the Gopher menu system. Web clients
provide their users with access to information on
a very wide variety of systems. They can access
WAIS, Gopher and Web servers, perfonn
anonymous FTP,read, but not send, USENET
news, and, through the use of gateways, access
virtually everytlung else.
Another reason for the popularity of the Web
is the visual quality of the documents supplied by
Web servers. Most information systems can only
supply documents that appear to be typewritten.
Web servers supply documents that appear to be
typeset; multiple fonts, colours, and embedded
pictures are all possible with the World Wide

.

Web. These documents are coded in Hypertext
Mark-up Language (HTML), which is based on
the SCML standard. An example of such a
document can be seen on the saeen shot of the
Mosaic viewer (Fig. 1)
The growth of interest in the Web is greater
even than that in Gopher. In June 1993there were
130 Web servers on the Internet providing access
to over 200,000 HTML-encoded documents. This
does not include all the information available on
Gopher, WAIS, or through gateways. By midOctober the number of Web servers was 212. By
mid-November it was 272 and by mid-December
1993the number of Web servers had risen 623.
Announcements of new Web servers appear
every day on the Internet.
At the recent Winter Olympics in Norway
information was made available to Internet users
using the World Wide Web. This information
included daily schedules, results, etc. On the day
the server was announced over IOO,@OOrequests
for information were made. To reduce the
demand on the transatlantic link between the
USA and Norway, a mirror of the server was
aeated in the United States. Together the two
servers were handling over 6,000 requests per
hour and were estimated to have serviced over

Fig. 1
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one and a quarter million requests over the two
weeks of the Games.
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The "Num Lock" program
One MSDOS user was irritated by the fact that
his computer's Num Lock key was always "on"
when the computer started up (For those who do
not use a PC, the Num Lock key determines
whether the key pad provides cursor movement
or acts as a numeric key pad). This was a source
of error as he kept forgetting to turn Num Lock
"off". Surely someone had written a program he
could use to turn the key off automatically
whenever he started the computer! The problem
was, 'Where to find such a program?". There are
many sources of such public domain or
on the Internet. In most
shareware promams
cases they are accessed using anonymous FTP, so
you have to know the name of the file you want
before you can even use Archie to find a site
which holds a copy! Some sites have index files
which have very simple desaiptions, just a few
words of each of the files they hold. One notable
exception is the Higher Education National
SoftwareArchive (HENSA)at Lancaster
University. Every program held at HENSA has a
full description, usually several paragraphs, and
these descriptions may be browsed and searched
using Gopher. In effect, the HENSA staff
catalogue the programs before "putting them on
the shelves". This takes time, but is very valuable.
The first step is to contact HENSA using a
Gopher client (see fig. 21, and browse through the
menus until the section on DOS programs is
found.

-

Fig. 2

Then a search is performed on all the program
descriptions for the word 'lock1' (see fig 3).
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........
......
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Fig. 3

The result of the search is presented by
Gopher as a menu of options, which are the titles
of each of the pieces of software (seefig. 4). At
this point the user must browse through the
descriptions of those programs whose titles look
interesting. Soon one of several suitable programs
has been identified (see fig. 5), and the software is
copied from the HENSA computer using Gopher.
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The first step with WAIS was to find a server
that appeared to hold relevant information. This
was done by interrogating the Directory of
Servers - using WAIS, of course (see fig. 6).

*%
<menu> 24106183 PASSWOW) 9 password protector
::::j:

<menu>
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.:E
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Fig. 4

Fig. 6

Then each description of a likely server was
checked (seefig. 7). The query was then sent to
the chosen server and the resulting headlines

Fig. 5

The pharmacy essay

In many universities students in their first year of
study are given an essay or report to write which
requires them to use the library. This is the
purpose of the assignment. In one instance a
student of pharmacy was given the topic of
"AIDS drugs trials" and &me journal-references,
and told to write a report. Unfortunately, all but
one of the references were missing and had last
been seen by the lecturer concerned some two
years before. The student turned to the Internet
for information. She was unsuccessful with
Gopher but WAIS very quickly produced a mass
of information.

examined, Usually the headlines produced by a
WAIS server are in natural language, but in this
case all that was returned were the names of files,
together with the server's ranking of their
expected relevance to the query. After browsing
the files (seefig. 8), the student was soon reading
the full text of a copy of AIDS Treatment News.
Gold not gravel!
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The solution: Use Netfind! Located at
Imperial College in the UK,the software is
available for use at a number of major sites
around the Internet, taking as its input a person's
name (or e-mail identifier) and their geographical
location, in this case Claremont in California.
Using Netfind the author was able to establish
that there was a simple misprint in the name of
the host computer. It was "cgsvax" not "casvax".
Furthermore, using a piece of software called
Finger, it was easy to discover that the intended
recipient had last logged in the day before, so
there was a good chance that the e-mail would be
answered promptly.

Future Developments

Fig. 8

The FAQs of life
One of the most popular activities on the Internet
is the electronic discussion group using either email or USENET News. Naturally, the
membership of these groups changes over time.
As a result the same questions are asked time and
again. For the benefit of everyone, most groups
maintain a list of frequently asked questions
(FAQs), together with their answers, and circulate
them on a regular basis. Collections of these FAQ
files may be accessed using anonymous FTP or
Gopher. The author has used the FAQ collection
available on depot.cis.ksu.edu to find the answers
to a number of questions posed by colleagues, e.g.
the detailed file format speafmtion for TIFF and
WAV files.
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It is difficult to predict what will happen next but
there are already some interesting developments
"in the wind". The US Government is
investigating the use of WAIS and other Internet
systems to provide more open government.
Cable modems are being developed to allow
personal computers to access the Internet using
cable television wiring. By September the entire
text of the Encyclopaedia Britannia will be
available on the Internet. It will be accessed using
a Web client.

What to do next
If you are interested in the Internet, and want to
find out more, buy a book [for example, refs. 1
and 21 and join in.

Returned to sender: address unknown
Scenario: You attend a conferenceat which the
proceedings contain the e-mail addresses of the
speakers, which is quite common nowadays. On
returning home you attempt to e-mail one of the
speakers using their published e-mail address,
but your e-mail is rejected! Being a
knowledgeable person you try e-mailing to
"postmaster" at the site, but that too is rejected.
This problem was recently posed to the author by
a colleague.
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What's new in emerging technologies
Stephen Drew
The Seat of Knowledge

'You can't read it on the toilet." This humble
aiticism has posed a maddening barrier to
electronic publishers, who want computer
technology to replace paper as the chief medium
for distributing books, magazines and journals.
MoDrop Industries of Walling, British Columbia,
is working to make the dream come true.
InfoDrop is constructing a toilet with a plugdetachable magazine-style screen device .
The plug-display-toilet (PDT) displays two facing
pages of data, displaying them in the manner
familiar to readers of popular magazines. By
exerting pressure on the upper right comer, one
causes the next two pages to be shown. Press the
upper left comer, and the previous two pages

arrive. The PDT does not have a keyboard, since
studies have shown that people prefer to read, not
write, while on the toilet. However, for
customers who insist on being always in full
contact with the greater infostructue, an array of
moisture-shielded standard electronics
connectors is built into the lid.
InfoDrop plans to provide both communications
software (includinglinks to the Internet) and a
wide variety of so-called "content materials" magazines, books and professional journals, in
the electronic form suitable for toilet reading.
The company also intends to license the
technology to franchisers for installation in public
rest rooms.
With thanks to Blackzoell Scientific Publications Inc whose
permission to reprint this artide from the Journalof
Irreproducible Results, Vo1.39,no.2, p.19 is acknowledged.

